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Abstract

Checking whether action effects can be undone is an impor-
tant question for determining, for instance, whether a plan-
ning task has dead-ends. In this paper, we investigate the
reversibility of STRIPS actions, that is, when the effects of
an action can be reverted by applying other actions, in order
to return to the original state. We propose a broad notion of
reversibility that generalizes previously defined versions and
investigate interesting properties and relevant restrictions. In
particular, we propose the concept of uniform reversibility
that guarantees that an action can be reverted independently
of the state in which the action was applied, using a so-
called reverse plan. In addition, we perform an in-depth in-
vestigation of the computational complexity of deciding ac-
tion reversibility. We show that reversibility checking with
polynomial-length reverse plans is harder than polynomial-
length planning and that, in case of unrestricted plan length,
the PSPACE-hardness of planning is inherited. In order to
deal with the high complexity of solving these tasks, we then
propose several incomplete algorithms that may be used to
compute reverse plans for a relevant subset of states.

1 Introduction
Traditionally, the field of Automated Planning (Ghallab,
Nau, and Traverso 2004; Ghallab, Nau, and Traverso 2016)
deals with the problem of generating a sequence of actions—
a plan—that transforms an initial state of the environment to
some goal state. Actions, in plain words, stand for modifiers
of the environment. One interesting question is whether the
effects of an action are reversible (by other actions), or in
other words, whether the action effects can be undone. No-
tions of reversibility have been investigated by, e.g., Eiter,
Erdem, and Faber (2008) and Daum et al. (2016).

Studying action reversibility is important for several rea-
sons. Intuitively, actions whose effects cannot be reversed
might lead to dead-end states from which the goal state is
no longer reachable. Early detection of a dead-end state is
beneficial in a plan generation process (Lipovetzky, Muise,
and Geffner 2016). Reasoning in more complex structures
such as Agent Planning Programs (De Giacomo et al. 2016)
which represent networks of planning tasks where a goal
state of one task is an initial state of another is even more
prone to dead-ends (Chrpa, Lipovetzky, and Sardiña 2017).
Concerning non-deterministic planning, for instance Fully

Observable Non-Deterministic (FOND) Planning, where ac-
tions have non-deterministic effects, determining reversibil-
ity or irreversibility of each set of effects of the action can
contribute to early dead-end detection, or to generalising re-
covery from undesirable action effects which is important
for efficient computation of strong (cyclic) plans (Camacho,
Muise, and McIlraith 2016). Concerning online planning,
we can observe that applying reversible actions is safe and
hence we might not need to explicitly provide the infor-
mation about safe states of the environment (Cserna et al.
2018). Another, although not very obvious, benefit of ac-
tion reversibility is in plan optimisation. If the effects of an
action are later reversed by a sequence of other actions in a
plan, these actions might be removed from the plan, poten-
tially shortening it significantly. It has been shown that un-
der such circumstances, pairs of inverse actions, which are
a special case of action reversibility, can be removed from
plans (Chrpa, McCluskey, and Osborne 2012).

In this paper, we aim to introduce a general framework
for action reversibility that offers a broad definition of the
term, and generalizes many of the already proposed notions
of reversibility, like “undoability” proposed by Daum et al.
(2016), or the concept of “reverse plans” as introduced by
Eiter, Erdem, and Faber (2008). To this end, our new con-
cept of reversibility will directly incorporate the set of states
in which a given action should be reversible. We call these
notions S-reversibility and ϕ-reversibility, where the set S
contains states, and the formula ϕ describes a set of states
in terms of propositional logic. These notions can then be
further refined to universal reversibility (referring to the set
of all states) and to reversibility in some planning task Π (re-
ferring to the set of all reachable states w.r.t. the initial state
specified in Π). These last two versions match the ones pro-
posed by Daum et al. (2016). Furthermore, our notions can
be further restricted to require that some action is reversible
by a single “reverse plan” that is independent of the state
for which the action is reversible. For single actions, this
matches the concept of the same name proposed by Eiter,
Erdem, and Faber (2008). An interesting question that arises
in this context, and that we address in the paper, is that of the
relationship between the different versions of reversibility.

To investigate how the different notions of reversibility
computationally behave under worst-case assumptions, we
will then perform a rigorous computational complexity anal-
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ysis of deciding reversibility for STRIPS actions. Such an
investigation serves as a useful guide as to which technolo-
gies to choose for implementation. For example, Daum et al.
(2016) used a conformant planning engine for a prototype
implementation of their “undoability” checker. We will see
that, in fact, this machinery is more than what is needed: it
is powerful enough to solve EXPTIME-hard problems, while
reversibility, in its general form, can be decided in PSPACE;
therefore, more efficient solving technologies may be avail-
able. Finally, we will propose some theoretical algorithms
as a guide to future implementers who want to deal with re-
versibility in practice.

Contributions. Following our plan above, the contribu-
tions offered in this paper can be summarized as follows:
• We define general concepts of S-reversibility and ϕ-

reversibility of actions, following the intuition above.
• We restrict these general concepts of reversibility to re-

quire that a single “reverse plan” reverses the given ac-
tion, independent of the origin state. We call this concept
uniform reversibility.

• We investigate the relationship between our notions of
reversibility; in particular, we establish that, under cer-
tain reasonable assumptions, uniform and non-uniform
reversibility coincide for the STRIPS planning formalism
(Fikes and Nilsson 1971).

• We perform an in-depth computational complexity anal-
ysis and establish that both uniform and unrestricted ϕ-
reversibility inherit the PSPACE-completeness from the
problem of solving STRIPS planning tasks in general,
by using appropriate complexity-theoretic reductions. For
the case of polynomially restricted plan lengths, we estab-
lish that ϕ-reversibility is harder than planning in STRIPS
(unless the polynomial hierarchy collapses), with the lat-
ter being NP-complete, whereas reversibility checking is
one level higher up in the polynomial hierarchy.

• Based on the complexity results, from which we can con-
clude that reversibility checking is hard in general, we
then derive an algorithm (and discuss variations) for con-
structing reverse plans for a given action a, together with a
formula ϕ, such that a is uniformly ϕ-reversible using the
associated reverse plan. The algorithm illustrates a way
how the hardness of reversibility checking can be some-
what circumvented in that it no longer offers “complete”
solutions, but tries to offer a formula ϕ that may not cover
all states, but nevertheless guarantees that, as long as a
state is covered by ϕ, the given action is reversible.

Structure. The remainder of the paper is organized as fol-
lows. In Section 2, we introduce basic concepts; Section 3
then lays out our definitions of different versions of re-
versibility and explores several properties and relationships
between them; Section 4 contains our complexity analysis of
the problem of deciding whether a given action is reversible
or not; Section 5 offers a basic algorithm that tries to deal
with the high complexity of computing reversibility before
concluding in Section 6.

2 Preliminaries
STRIPS Planning. Let F be a set of facts, that is, atomic
statements about the world. Then, a subset s ⊆ F is called a
state, which intuitively represents a set of facts considered to
be true. An action is a tuple a = 〈pre(a), add(a), del(a)〉,
where pre(a) ⊆ F is the set of preconditions of a, and
add(a) ⊆ F and del(a) ⊆ F are the add and delete effects
of a, respectively. W.l.o.g., we assume actions to be well-
formed, that is, add(a)∩del(a) = ∅ and pre(a)∩add(a) =
∅. An action a is applicable in a state s iff pre(a) ⊆ s. The
result of applying an action a in a state s, given that a is
applicable in s, is the state a[s] = (s \ del(a)) ∪ add(a).
A sequence of actions π = 〈a1, . . . , an〉 is applicable in a
state s0 iff there is a sequence of states 〈s1, . . . , sn〉 such
that, for 0 < i ≤ n, it holds that ai is applicable in si−1 and
ai[si−1] = si. Applying the action sequence π on s0 is de-
noted π[s0], with π[s0] = sn. The length of action sequence
π is denoted |π|.

With these notions in place, we are ready to define our
central construct, following Ghallab, Nau, and Traverso
(2004): a STRIPS planning task (or, simply, planning task)
Π = 〈F ,A, s0, G〉 is a tuple consisting of a set of facts F =
{f1, . . . , fn}, a set of (ground) actions A = {a1, . . . , am},
an initial state s0 ⊆ F , and a goal specification (or, simply,
goal) G ⊆ F . A state s ⊆ F is a goal state (for Π) iff
G ⊆ s. An action sequence π is called a plan iff π[s0] ⊇ G.
We further define several relevant notions w.r.t. a planning
task Π. A state s is reachable from state s′ iff there exists
an applicable action sequence π such that π[s′] = s. A state
s ∈ 2F is simply called reachable iff it is reachable from
the initial state s0. The set of all reachable states in Π is
denoted by RΠ. An action a is reachable iff there is some
state s ∈ RΠ such that a is applicable in s. A state s is a
dead-end state iff it is not a goal state and no goal state is
reachable from s.

The main decision problem for planning is defined next:
PLAN-EXISTENCE

Instance: A STRIPS planning task Π.
Question: Does there exist a plan for Π?

This problem is known to be PSPACE-complete in gen-
eral (Bylander 1994). A variant of this problem, where the
plan length is restricted to be bounded from above by some
fixed polynomial in the size of Π, is called POLY-PLAN-
EXISTENCE and is NP-complete1.

3 Reversibility of Actions
In this section, we define the concept of reversibility of ac-
tions in a planning context and investigate some interesting
properties arising from the definitions. Intuitively, we would
like to call an action reversible if there is a way to undo all
the effects that this action caused. While this intuition is
fairly straightforward, when formally defining this concept,
we also need take several other factors into account; in par-
ticular, the set of possible states where an action is consid-
ered plays an important role. To start, we therefore give a

1This follows straightforwardly from the NP-completeness of
planning with no delete effects (Bylander 1994).
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relatively general definition of reversibility that captures our
intuition, but remains broad enough so that it can be further
refined w.r.t. different aspects we would like to investigate.

Definition 1. Let F be a set of facts, A be a set of actions,
S ⊆ 2F be a set of states, and a ∈ A be an action. We call a
S-reversible iff for every state s ∈ S wherein a is applicable
there exists a sequence of actions π = 〈a1, . . . , an〉 ∈ An
that is applicable in a[s] and such that π[a[s]] = s.

As can be seen from the above definition, the concept of
reversibility in the most general sense is not dependent on a
concrete STRIPS planning task, but only on a set of possible
actions and states w.r.t. a set of facts. Note that the set of
states S is an explicit part of the notion of S-reversibility.

Based on this general notion, it is then possible to define
several concrete sets of states S that are useful to consider
when considering whether an action is reversible. For in-
stance, S could be defined via a propositional formula over
the facts in F . Furthermore, the set of all possible states, as
well as the set of reachable states (given a concrete STRIPS
instance), may be of particular interest. Based on this, we
define more specific notions of reversibility as follows:

Definition 2. Let F , A, S, and a be as in Definition 1. We
call the action a

1. ϕ-reversible iff a is S-reversible in the set S of models of
the propositional formula ϕ over F ;

2. reversible in Π iff a is RΠ-reversible for some STRIPS
planning task Π; and

3. universally reversible, or, simply, reversible, iff a is 2F -
reversible.

At this point, it is also worth noting that our definition of
reversibility in Π, for a STRIPS instance Π, coincides with
the notion of “undoability” as defined by Daum et al. (2016),
and our notion of reversibility coincides with their notion of
“universal undoability.”

Given the above definitions, we can already observe some
interrelationships. In particular, universal reversibility (that
is, reversibility in the set of all states) is obviously the
strongest notion, implying all the other, weaker notions.
It is particularly important when one wants to establish
reversibility irrespective of the concrete STRIPS instance
where an action may appear. Formally stated in the follow-
ing proposition, it follows straightforwardly from the defini-
tions of reversibility.

Proposition 3. Let F , A, and a be as in Definition 1.
Then, reversibility of a implies S-reversibility for any set
S ⊆ 2F of states, and further implies reversibility in Π for
any STRIPS planning task Π with facts F and actions A.

Note that all notions of reversibility of some action a pro-
posed so far simply require that for any state s there exists a
sequence of actions that undoes the effects of a after appli-
cation to s. However, sometimes, it may be useful to look at
a set of actions and recognize that some sequence of actions
in that set always undoes the effect of some action a, inde-
pendent of the state s in which a was applied. This leads to
the more restrictive notion of uniform reversibility.

Definition 4. Let F , A, S, and a be as in Definition 1. We
call a uniformly S-reversible iff there exists a sequence of
actions π = 〈a1, . . . , an〉 ∈ An such that for each s ∈ S
wherein a is applicable it holds that π is applicable in a[s]
and π[a[s]] = s. The more specific notions of reversibility of
Definition 2 analogously apply to uniform reversibility.

The notion of uniform reversibility naturally gives rise to
the notion of the reverse plan. We say that some action a has
an (S-)reverse plan π iff a is uniformly (S-)reversible using
the sequence of actions π. It is interesting to note that this
definition of the reverse plan based on uniform reversibil-
ity now coincides with the same notion as defined by Eiter,
Erdem, and Faber (2008). Note, however, that in that paper
the authors use a much more general planning language, and
hence, unfortunately, we cannot, in general, inherit concrete
results from their work for our setting.

As can be seen from the definitions, the different versions
of reversibility and uniform reversibility are closely related.
In particular, uniform versions of reversibility always imply
the non-uniform version of reversibility. Clearly, when there
is a single action sequence π that reverses the effects of ac-
tion a in all relevant states s, then this implies that for every
such relevant state s there exists an action sequence that re-
verses the effects of a. The following states this formally:

Proposition 5. Let F , A, S, ϕ, Π, and a be as in
Definition 2. Then, uniform S-reversibility, uniform ϕ-
reversibility, uniform reversibility in Π, and (universal) uni-
form reversibility of action a implies S-reversibility, ϕ-
reversibility, reversibility in Π, and (universal) reversibility
of action a, respectively.

Given that we have now identified two main versions
of reversibility, namely, S-reversibility and uniform S-
reversibility, a natural question to ask is that of the relation-
ship between the two. In particular, since, as we have seen in
the proposition above, the latter already implies the former,
it would be interesting to identify conditions when the two
actually coincide.

It turns out that for any set of states S that fulfils two
simple and intuitive conditions, we have that indeed there
is no difference between the two notions, as the following
theorem states. Recall that a set of states S is closed under
subset-taking iff, for any s ∈ S and subset s′ ⊆ s, s′ ∈ S.

Theorem 6. Let F be a set of facts, A a set of actions,
S ⊆ 2F a set of states, and a ∈ A an action. Then, under
the following conditions it holds that a is S-reversible iff it
is uniformly S-reversible:

1. S is closed under subset-taking; and
2. for each action a′ ∈ A and any two distinct states s, s′ ∈
S where a′ is applicable it holds that a′[s] 6= a′[s′].

Proof. Clearly, the theorem holds for S = ∅, since any ac-
tion is trivially uniformly ∅-reversible. For the case where
S 6= ∅, note that Condition (2) of the theorem says that all
the actions in the given set of possible actions need to be,
in a sense, bijections between states: for each state that is
the result of applying an action, the origin state before ap-
plying the action is uniquely determined, or, equivalently,
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no state is reachable from two different states via the same
action. By Proposition 5, the (⇐)-direction of the “iff” is es-
tablished. Hence, we only need to show that S-reversibility
implies uniform S-reversibility of action a assuming the two
conditions of the theorem.

Towards this end, note that since S is closed under subset-
taking, there must exist a unique subset-minimal state s ∈
S among all states in S where a is applicable: the state
s = pre(a). Since a is S-reversible, there must be some
sequence of actions π such that π[a[s]] = s (i.e. π is an {s}-
reverse plan for a, as it reverts a in the set of states {s}). We
will show that π is in fact an S-reverse plan for a, and hence
that a is uniformly S-reversible.

Let s′ be some state where a is applicable. Clearly, s ⊆
s′. But then, also a[s] ⊆ a[s′]. Recall that STRIPS actions
only have positive preconditions. Thus, any action that is
applicable in some state r is also applicable in any superset
state r′ ⊇ r. But then, clearly, π is applicable in a[s′]. It
remains to show that π[a[s′]] = s′.

Assume to the contrary that π[a[s′]] = s′′ with s′′ 6= s′.
Then, we distinguish two cases:
Case I. Assume there is some fact f ∈ s′′ but not in s′.
Hence, somewhere while applying π, there must be an action
a′ that has f as an add effect, and after which f is never
removed again by any subsequent action in π. But, since
s ⊆ s′, f /∈ s′, and π by assumption is an {s}-reverse plan
for a and hence applicable in a[s], such an action a′ cannot
exist in π; a contradiction.
Case II. Assume there is some fact f ∈ s′ but not in s′′. In
the same line as the previous case, there must thus exist some
action a′ in π that has f as a delete effect and after which f
is never re-added by a subsequent action in π. But, since π
is an {s}-reverse plan for a that works for the unique subset-
minimal state s, we can conclude that f /∈ s. Hence, there
must also be a state ŝ = s′ \ {f} (since S is closed under
subset-taking), and, since s ⊆ s′ we have also s ⊆ ŝ, and
hence a is applicable in ŝ. Since STRIPS actions only have
positive preconditions and ŝ = s′ \ {f}, it is not difficult to
verify that π[a[ŝ]] = π[a[s′]] = s′′. But then, since ŝ 6= s′

it must be the case that there is some action a′′ in the action
sequence 〈a, π〉 that, on application, while going towards the
end result s′′, transforms two different states into the same
state, which then ultimately leads both action sequences to
produce s′′ as a result. But this violates Condition 2 of the
theorem; a contradiction.

From this case distinction we can see that π must indeed
reverse the effects of action a also for state s′ ⊇ s. Since
this holds for any such state s′, we conclude that π then is
in fact an S-reverse plan for action a and that a is therefore
uniformly S-reversible if it is S-reversible, as desired.

Note that Condition (2) of the above theorem is fulfilled in
particular in those cases of planning tasks where positive and
negative information about the same object is represented by
two positive facts with the intention of at most one of them
ever being true in a state, and each action contains the con-
verse of the add and delete effects in its precondition (i.e.
each action is only applicable if it actually changes some-
thing). This is an often used convention when specifying

planning actions in practice. However, note that the condi-
tions imposed by Theorem 6 are relatively strict. And while
we do not claim that these are the only conditions where uni-
form and non-uniform reversibility coincide (there may well
be other such conditions, or it may be possible to relax our
conditions somewhat), the theorem makes it apparent that
for several practical planning problems, uniform and non-
uniform reversibility are indeed two different notions worthy
of separate investigation.

Another interesting observation about reversibility is that
when each action in a planning task Π is reversible in Π,
then the initial state already determines whether a dead end
can ever be reached for Π. The following proposition states
this formally.

Proposition 7. Let Π = 〈F ,A, s0, G〉 be a STRIPS plan-
ning task where each action in A is reversible in Π. Then, if
s0 is not a dead-end state it holds that no dead-end state of
Π can ever be reached.

Proof. This follows immediately from Definition 1 and the
fact that there does not exist a sequence of actions from a
dead-end state to a non-dead-end state.

Proposition 7 is of particular interest when employing a
hill-climbing algorithm to solve planning tasks. In fact, it
implies that the hill-climbing algorithm is complete, that is,
if it reaches a dead-end state which it recognizes as such, it
can immediately conclude that Π is unsolvable.

This concludes the present section. In it, we have seen
how reversibility of an action is defined via several different
but useful notions, and what properties each of these notions
possesses. In order to gauge the practical usefulness, we will
look at computational properties in the next section.

4 Complexity Investigation
In this section, we will perform an in-depth investigation
of the computational worst-case complexity of identifying
reversible actions in a planning task, using relevant tech-
niques from computational complexity theory. While S-
reversibility is a useful theoretical tool, the set of states S
is usually not given explicitly in practice. Hence, the main
decision problem under consideration in this section will be
one where the set S is represented by a propositional for-
mula2 ϕ. It is formally specified below.
ACTION-ϕ-REVERSIBILITY

Instance: A set of facts F , a set of STRIPS actionsA,
a formula ϕ, and an action a ∈ A.

Question: Is a ϕ-reversible w.r.t. F and A?

The problem of checking (universal) reversibility of an ac-
tion, that is, S-reversibility where S is the set of all possible
states, is referred to as ACTION-REVERSIBILITY. Similarly,
the analogous versions for uniform reversibility are referred
to as ACTION-UNIFORM-ϕ-REVERSIBILITY and ACTION-
UNIFORM-REVERSIBILITY, respectively.

2We assume the reader is familiar with propositional logic. We
assume that the formula consists only of atoms and the connectives
∧ (conjunction), ∨ (disjunction), and ¬ (negation).

Proceedings of the 17th International Conference on Principles of Knowledge Representation and Reasoning (KR 2020)
Main Track

655



4.1 The Unrestricted Case
We will first look at the most general case, that is,
the standard ACTION-REVERSIBILITY and ACTION-ϕ-
REVERSIBILITY problems, as well as their uniform ver-
sions. We start by examining standard reversibility.

General Reversibility. We first observe that the ACTION-
REVERSIBILITY and ACTION-ϕ-REVERSIBILITY prob-
lems inherit PSPACE-hardness from the PLAN-EXISTENCE
problem, since a planning task can be embedded into the re-
versibility check. Intuitively, this can be seen as follows:
we can solve a planning task by trying to reverse an action
that specifically transforms goal states to the initial state. If
this can be reversed, then it means that there is a plan from
the initial state to some goal state. Conversely, if the action
cannot be reversed (for all states satisfying the goal), then
no such plan exists. Thus, reversibility checking must be at
least as hard as planning. This is formally stated below.

Theorem 8. ACTION-REVERSIBILITY is PSPACE-hard.

Proof. We will show hardness by reduction from the PLAN-
EXISTENCE problem. Let Π = 〈F ,A, s0, G〉 be a planning
task, and let A′ = A ∪ {ainit} ∪ {a+

f | f ∈ F \G}, where
ainit and all actions a+

f , f ∈ F \G, are new actions not oc-
curring inA. For f ∈ F\G, let pre(ainit) = F , pre(a+

f ) =

G, del(a+
f ) = ∅, del(ainit ) = F \ s0, add(a+

f ) = {f}, and
add(ainit ) = s0. Note that applying action ainit always
leads to the state s0, and it can only be applied to origin
state s = F , the only state of interest for reversibility. The
set A′ can clearly be constructed in a polynomial number of
steps. We will now show that there is a plan for Π iff action
ainit is reversible w.r.t. the set of facts F and actions A′.

Assume that π = 〈a1, . . . , an〉 is a plan for Π. Then,
for the only origin state s = F , ainit is reversible by the
sequence πs = 〈a1, . . . , an, a

+
f1
, . . . , a+

fm
〉, with s \ G =

F \G = {f1, . . . , fm}, because (a) ainit is applicable only
in state s = F and the resulting state is ainit [s] = s0, (b)
any action a+

f with f ∈ F \ G, is applicable in all goal
states and thus also in π[s0] ⊇ G, and (c) the result of the
sequence 〈a+

f1
, . . . , a+

fm
〉 applied to state π[s0] is the origin

state s = F where ainit was originally applied. Therefore,
for any state s, we have πs[ainit [s]] = s, as desired.

For the other direction, assume that there is no plan for Π,
that is, no plan that leads from the initial state s0 to some
state s ⊇ G. ainit is, again, applicable only in state s = F
ainit [s] = s0. Since s satisfies the goal condition G, but, by
assumption, there is no sequence of actions that leads from
s0 to any state satisfying G, there cannot be such a sequence
leading from s0 back to s. Hence, ainit is not reversible in
this case. This concludes the proof.

As a corollary of the above proof, we can conclude that
the hardness also holds for ACTION-ϕ-REVERSIBILITY,
since ACTION-REVERSIBILITY is a special case of
ACTION-ϕ-REVERSIBILITY, where ϕ = >.

Corollary 9. ACTION-ϕ-REVERSIBILITY is PSPACE-hard.

In order to complete the complexity picture, we still need
to show a matching upper bound for our problem. This can
be done by exhibiting a CONPSPACE procedure. The formal
result is below.

Theorem 10. ACTION-ϕ-REVERSIBILITY is in PSPACE.

Proof. We show membership in CONPSPACE, which coin-
cides with PSPACE. Let a be the action under considera-
tion. Universally choose a state s ∈ 2F such that ϕ � s
and pre(a) ⊆ s (a polynomial-time check). Then, de-
cide whether there exists a plan from a[s] to s using the
PSPACE algorithm described by Bylander (1994) as a sub-
procedure. If the answer is “yes” then accept. Recall that
a CONPSPACE procedure accepts the input iff all (univer-
sal) branches are accepting branches. In particular, a is ϕ-
reversible iff the above CONPSPACE procedure accepts.

We finally obtain the main result of this section,
that is, ACTION-REVERSIBILITY and ACTION-ϕ-
REVERSIBILITY are PSPACE-complete in general, as
an immediate consequence of Theorems 8, 10, and Corol-
lary 9, observing that the former problem is a special case
of the latter.

Theorem 11. ACTION-REVERSIBILITY and ACTION-ϕ-
REVERSIBILITY are PSPACE-complete.

Next, we look at the uniform version of these problems.

Uniform Reversibility. We investigate ACTION-
UNIFORM-REVERSIBILITY and ACTION-UNIFORM-
ϕ-REVERSIBILITY. Note that the former problem is a
special case of the latter, where ϕ = >. Note that for the
former, since all states are considered, certain actions will
immediately prevent uniform reversibility: those that, when
applied to two different states, result in the same state for
both. This is because, clearly, a single reverse plan cannot
take us back to both these origin states. However, we can
show that even in this special case, PSPACE-hardness from
PLAN-EXISTENCE is inherited. Unfortunately, the proof
technique of Theorem 8 does not work to show hardness
for checking uniform reversibility. We therefore present an
alternative construction.

Theorem 12. ACTION-UNIFORM-REVERSIBILITY is
PSPACE-hard.

Proof. We again show this by reduction from PLAN-
EXISTENCE. Given the planning task Π = 〈F ,A, s0, G〉,
let F ′ = F ∪ {f0}, f0 /∈ F , and A′ = A ∪ {ainit , agoal},
ainit , agoal /∈ A, where pre(ainit ) = F ′, del(ainit) =
F ′ \ s0, add(ainit ) = ∅, pre(agoal) = G, add(agoal) = F ′,
and del(agoal) = ∅. The sets F ′ and A′ can be constructed
in a polynomial number of steps. We will now show that
there is a plan for Π iff action ainit is uniformly reversible
w.r.t. the set of facts F ′ and set of actions A′.

If π = 〈a1, . . . , an〉 is a plan for Π, then ainit is uni-
formly reversible by the sequence π′ = 〈a1, . . . , an, agoal〉,
because (a) ainit is applicable only in the state s = F ′
and the resulting state is ainit [s] = s0, (b) agoal is appli-
cable in all goal states and thus also in π[s0] ⊇ G, (c)
the result of agoal applied on any goal state is the state
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s = F ′, and (d) since ainit is only applicable in state
s = F ′ and hence we only have to consider the set of states
{s} for checking reversibility, clearly, any sequence of ac-
tions that reverses ainit for s is a reverse plan for ainit , and
ainit is therefore uniformly reversible. Hence we have that
agoal [π[ainit [F ′]]] = π′[ainit [F ′]] = F ′ holds.

For the other direction, recall that ainit is applicable only
in the state s = F ′ (by construction), and the resulting
state is ainit [s] = s0. Furthermore, the state s is reachable
only by the action agoal (since it is the only action that re-
adds fact f0), and this action in turn can only be applied in
goal states of Π. Therefore, if ainit is uniformly reversible,
then the sequence reversing the action must contain a subse-
quence leading from s0 to some goal state, which is a plan
for Π.

The above result shows that ACTION-UNIFORM-
REVERSIBILITY is at least as hard as the general ACTION-
REVERSIBILITY problem. Since, as stated, this problem is a
special case of the ACTION-UNIFORM-ϕ-REVERSIBILITY
problem, we immediately obtain the following corollary:

Corollary 13. ACTION-UNIFORM-ϕ-REVERSIBILITY is
PSPACE-hard.

Unfortunately, it seems that coming up with a matching
upper bound for ACTION-UNIFORM-ϕ-REVERSIBILITY is
not as straightforward as for ACTION-ϕ-REVERSIBILITY.
The exact bounds therefore require further investigation.

In the next section, however, we will deal with a restricted
version of reversibility that is both useful in practice and eas-
ier to investigate: the one where the length of the reverse
plans is at most polynomial.

4.2 The Polynomially Bounded Case
In this section, we will investigate a version of reversibil-
ity where reverse plan lengths are bounded polynomially in
the number of facts and the number of actions. Our main
problem in this section will again be that of deciding ϕ-
reversibility, with the above restriction. In order to formally
define the main decision problem, we first need to give the
modified definition:

Definition 14. Let F , A, S, and a be as in Definition 1.
For any arbitrary but fixed polynomial function p, we call a
polynomially S-reversible iff for every state s ∈ S wherein
a is applicable there exists a sequence of actions π =
〈a1, . . . , an〉 ∈ An that is applicable in a[s] and such that
n 6 p(|F|+ |A|) and π[a[s]] = s.

The relevant restrictions to polynomial ϕ-reversibility,
polynomial reversibility in Π (for a planning task Π) and
universal polynomial reversibility can be made analogously
to Definition 2.

Note that polynomial reversibility simply restricts the
length of the sequence of actions that is needed to reverse
an action to some (fixed) polynomial in the size of the set of
facts F and the set of actions A, but is otherwise identical.
With this definition in place, we can now define our central
decision problem for complexity analysis:
POLY-ACTION-ϕ-REVERSIBILITY

Instance: A set of facts F , a set of STRIPS actionsA,
a formula ϕ, and an action a ∈ A.

Question: Is a polynomially ϕ-reversible w.r.t. F , A?
We will again look at the general case first, that is, the

non-uniform version of the problem, as defined above.

General Reversibility. We start with hardness. First,
we can observe that the technique applied in the proof of
Theorem 8 to obtain a reduction from the POLY-PLAN-
EXISTENCE problem can be applied in a similar fashion,
which gives us NP-hardness. However, it turns out that,
since reversibility needs to be checked for a large set of
states, the hardness of the problem jumps one level up the
polynomial hierarchy to ΠP

2 -hardness.
Theorem 15. The POLY-ACTION-ϕ-REVERSIBILITY
problem is ΠP

2 -hard.

Proof. We prove this by reduction from the 2-QBF verifica-
tion problem. Recall that a 2-QBF in 3-CNF is a formula
∀X∃Y ψ, where ψ is a conjunction of clauses

∧n
i=1 ci, each

clause ci ∈ ψ is a disjunction of three literals `1i ∨ `2i ∨ `3i ,
and each literal ` is either a variable Z or a negated variable
¬Z , where Z ∈ X ∪Y. Deciding whether such a 2-QBF is
valid is known to be ΠP

2 -complete (Papadimitriou 1994).
Our reduction works as follows. Let F = {Z ,Z , setZ |

Z ∈ X ∪ Y} ∪ {c | c ∈ ψ} ∪ {goal} be a set of facts.
Let A contain the following actions: (a) two actions a−Y
and a+

Y for each variable Y ∈ Y, with add(a+
Y ) = {Y },

add(a−Y ) = {Y }, pre(a+
Y ) = pre(a−Y ) = del(a+

Y ) =

del(a−Y ) = {setY }; (b) three actions aic, i ∈ {1, 2, 3},
for each clause c ∈ ψ, where c = `1 ∨ `2 ∨ `3, with
pre(aic) = Z if `i = Z or, otherwise, pre(aic) = Z (in
case `i = ¬Z ), add(aic) = {c}, and empty delete ef-
fects; (c) the action agoal , with pre(agoal) = {c | c ∈ ψ},
add(agoal) = {goal}∪ {setY | Y ∈ Y}, and del(agoal) =

{Y ,Y | Y ∈ Y} ∪ {c | c ∈ ψ}; and (d) the action
arevert with del(arevert ) = {goal}, no preconditions, and
no add effects. Finally, let ϕ = goal ∧

∧
X∈X(X ⊕ X ) ∧∧

Y∈Y(setY ∧ ¬Y ∧ ¬Y ) ∧
∧
c∈ψ ¬c.

Towards correctness, note that ϕ, via the exclusive dis-
junction ⊕, restricts the set of relevant states to those where
every variable in X is either true (fact X is in the state) or
false (fact X is in the state), and also ensures that fact goal
is present, no facts for the variables Y are set, but where the
setY fact is present for every such variable. Action arevert
now removes the goal fact. Via the actions a+

Y or a−Y , a
truth assignment for the Y variables can be created in the
state (but only once, since setY is simultaneously a precon-
dition and a delete effect). Once this has been fixed, the ac
actions can then be used to check which clauses are satisfied,
and finally, if all of them are, the action agoal can be applied
to add the goal fact that was originally removed by arevert .
It also resets all other atoms to the original state.

We now claim that arevert is polynomially ϕ-reversible iff
the 2-QBF ∀X∃Y ψ is valid. For the (⇒) direction, if the
action arevert can be reverted in every state, where each state
represents one of all possible assignments to the X variables,
then this means that for each such X-assignment there is an
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assignment to the Y variables (by construction of the a+
Y ,

a−Y , and aic actions in the reversal sequence, and the fact that
agoal was applied) that satisfies the formula ψ.

For the other direction, assume that there exists an assign-
ment to the variables Y for each assignment to the variables
X such that ψ is satisfied. Each state, again, represents one
assignment to the X variables. But then, by construction,
there must be a sequence of actions out of a+

Y and a−Y (for
Y ∈ Y), such that they represent precisely the assignment
to the Y variables. Since this is a satisfying assignment, one
of the aic actions can then be applied for each c ∈ ψ, and
hence, agoal becomes applicable, which ensures, by con-
struction, that action arevert is actually reverted.

The above hardness proof can also be made to hold for
the case where ϕ = >, by encoding the positive and nega-
tive conjuncts in ϕ into the precondition and delete effects
of arevert , respectively. Then, we need some “repairing” ac-
tions, applicable only if goal is true in a state, that re-add
the facts removed by the delete effects of arevert . Hence,
hardness also holds for POLY-ACTION-REVERSIBILITY.

For the upper bound, we provide a simple guess-and-
check algorithm for ΠP

2 .

Theorem 16. POLY-ACTION-ϕ-REVERSIBILITY is in ΠP
2 .

Proof. This can be seen by using the following ΠP
2 =

CONPNP procedure. Let a be the action to test for reversibil-
ity. First, universally choose a state s and check, in polyno-
mial time, that it satisfies ϕ. Then, use the NP oracle to
guess a (polynomial-length) sequence of actions, and ver-
ify, again in polynomial time, that this sequence reverts the
effects of a when applied to state s.

From the above two theorems and the observation that
hardness also holds for ϕ = >, we get that, indeed, the
complexity of checking polynomial ϕ-reversibility of an ac-
tion is harder than the POLY-PLAN-EXISTENCE task. The
next theorem states this formally for completeness’ sake.

Theorem 17. POLY-ACTION-ϕ-REVERSIBILITY and
POLY-ACTION-REVERSIBILITY are ΠP

2 -complete.

Next, we again turn to uniform reversibility.

Uniform Reversibility. The POLY-ACTION-UNIFORM-
REVERSIBILITY and POLY-ACTION-UNIFORM-ϕ-
REVERSIBILITY problems are defined analogously to the
general version studied in the previous subsection, except
that they build on the definition of uniform reversibility in-
stead of (general) reversibility. Again, we can show that the
NP-hardness of the POLY-PLAN-EXISTENCE problem is
inherited. For POLY-ACTION-UNIFORM-REVERSIBILITY,
it turns out that we can obtain a matching upper bound.
The crucial observation needed to see this is that for
an action a to be (universally) uniformly reversible, the
problem essentially reduces to planning: (1) notice that
add(a) ∪ del(a) ⊆ pre(a), since otherwise there surely
are two states s1 and s2 where a[s1] = a[s2], and hence
a is not uniformly reversible; (2) any reverse plan for a
can only contain actions whose preconditions, add, and
delete effects are subsets of pre(a), since, otherwise,

again, the argument from (1) applies. But then, uniform
reversibility of a is nothing else than checking whether
there is a (polynomial-length) plan leading from state
s0 = pre(a) ∪ add(a) \ del(a) to the state G = pre(a),
relative to the sets of facts F = pre(a); a classic planning
problem. We hence obtain the following statement:

Theorem 18. POLY-ACTION-UNIFORM-REVERSIBILITY
is NP-complete.

For POLY-ACTION-UNIFORM-ϕ-REVERSIBILITY, how-
ever, it turns out that, again, the complexity is actually higher
than that. However, pinpointing the exact complexity is dif-
ficult. We can observe that there is a ΣP

2 upper bound: we
can devise a procedure that, similarly but inverted to the
proof of Theorem 16, uses the outer NP machine to guess
a (polynomial-length) action sequence and the inner NP or-
acle to check that this sequence actually reverts the action in
question for every state, yielding the following result:

Theorem 19. The problem of deciding POLY-ACTION-
UNIFORM-ϕ-REVERSIBILITY is in ΣP

2 .

For hardness, the situation is somewhat uncertain. There
is an interesting correspondence of our problem and the
UNIQUESAT problem (that is, deciding whether a propo-
sitional formula has exactly one model):

Theorem 20. Deciding POLY-ACTION-UNIFORM-ϕ-
REVERSIBILITY is at least as hard as UNIQUESAT.

Proof. Let the 3-CNF formula ψ be an instance of UNIQUE-
SAT that, w.l.o.g., has at least one variable set to false in
every model.3 Let X be the set of variables occurring in ψ.
Now, for each variable X ∈ X, let X be a fresh variable
not occurring in ψ, and let U be another fresh variable. Let
ψ′ = (ψ ⇔ ¬U ) ∧

∧
X∈X

(
(X ∨X ) ∧ (U ⇔ X ∧X )

)
.

The intuitive meaning of U is “unsatisfiable”. Note thatψ′ is
always satisfiable: if ψ has a modelM , then ψ′ has the same
model M extended with the appropriate complement vari-
ables X, as well as the “full” modelMfull = {U }∪{X ,X |
X ∈ X}, i.e. where everything is true; in case ψ is unsatis-
fiable, ψ′ only has Mfull as its model.

Now we construct an instance 〈F ,A, ϕ, arevert 〉 of POLY-
ACTION-UNIFORM-ϕ-REVERSIBILITY such that there ex-
ists a reverse plan for action arevert iff ψ has exactly one
model. To this end, let the set of facts F = {U } ∪
{X ,X , testX | X ∈ X} ∪ {goal} ∪ Y ∪ {c | c ∈ ψ},
where Y = {YX ,YX , setYX

| X ∈ X}. Let ϕ =
ψ′∧

∧
Y∈Y(setY ∧¬Y ∧¬Y )∧

∧
c∈ψ ¬c∧

∧
X∈X ¬testX .

Let arevert be the action with pre(arevert ) = del(arevert ) =
{goal} and add(arevert ) = ∅. Towards the construction
of A, let A contain the actions a+

Y , a−Y , and aic, i ∈
{1, 2, 3} from the proof of Theorem 15. Furthermore, let
actions a+

X and a−X be part of A with pre(a+
X ) = {X },

pre(a−X ) = {X }, add(a+
X ) = add(a−X ) = {testX },

and no delete effects. Finally, let agoal ∈ A be an ac-
tion with pre(agoal) = {testX | X ∈ X} ∪ {c | c ∈

3This can be guaranteed by adding, for some variable X , a fresh
variable Y and a clause that makes X and Y mutually exclusive.
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ψ}, del(agoal) = pre(agoal) ∪ {Y ,Y | Y ∈ Y}, and
add(agoal) = {goal} ∪ {setY | Y ∈ Y}.

To show correctness, first notice that any reverse plan
for arevert must include agoal , since it restores all the facts
touched by the a+ and a− actions, but only if all test facts
and all clause facts are true. Hence, in order to trigger
arevert , any reverse plan π must contain a sequence π1 of
a+
X or a−X actions, one for each X ∈ X. Also, any reverse

plan must contain a (possibly interleaved) sequence π2 of
a+
Y or a−Y actions in such a way that the truth assignment to

the Y-variables created by them represents a valid truth as-
signment for formula ψ (cf. the proof of Theorem 15). But
now notice that any such sequence π1 is only applicable in
either one or two states (or models) of ϕ, namely the state
sfull representing Mfull (by construction), and in at most
one additional state s representing some satisfying assign-
ment M of ψ, if and only if ψ is satisfiable. Notice further
that, by construction (cf. the proof of Theorem 15), π2 exists
iff ψ is satisfiable (note π2 is applicable in both s and sfull ).

Now, we distinguish three cases: (1) if ψ is unsatisfiable,
π1 exists but π2 does not, and hence agoal cannot be ap-
plied and therefore arevert is not (polynomially) uniformly
ϕ-reversible; (2) in case where ψ has more than one model,
ϕ has more than two models: we have that π2 exists, but
there is no π1 that is applicable in more than two states, and
hence there is no (polynomial) ϕ-reverse plan for arevert ;
finally (3), assuming that ψ has exactly one model, we see
that both π1 and π2 exist and are applicable in both states
representing the two models of ψ′.

UNIQUESAT is known to be DP -hard under randomized
polynomial-time reductions (Valiant and Vazirani 1986).
However, the exact hardness of UNIQUESAT (i.e. under de-
terministic polynomial-time reductions) is, so far, an open
problem—it is not known whether DP -hardness also holds
under classical, deterministic reductions.

Note, however, that for our problem of POLY-ACTION-
UNIFORM-ϕ-REVERSIBILITY, in the reduction from the
UNIQUESAT problem, we seemingly did not use the full
power of uniform reversibility: while in the definition of
uniform reversibility, the reverse plan must work for all
states (that is, models of the formula ϕ), in our reduction,
we only made use of at most two such states, where, by
construction, the reverse plan is applicable. The reason for
this is that applicability is a very restrictive notion: once
some candidate reverse plan π is fixed, there is a unique as-
signment of all facts that π touches, and it is only applica-
ble in those states that contain this unique assignment; this
corresponds well with UNIQUESAT. The ability to exploit
the power of having many more additional states, however,
makes it seem probable that POLY-ACTION-UNIFORM-ϕ-
REVERSIBILITY is even harder than UNIQUESAT. How-
ever, until the exact complexity of UNIQUESAT is pin-
pointed, it seems unlikely that we can find a tight complexity
result for POLY-ACTION-UNIFORM-ϕ-REVERSIBILITY.

4.3 Comparison to Existing Work
Eiter, Erdem, and Faber (2008) investigate the complexity
of uniform action reversibility in the case of polynomially

bounded plan length. The planning language they consider
is a generic, logic-based transition framework, as used by
e.g. Rintanen (1999) or Turner (2002). It is able to represent
various expressive planning formalisms. The authors show
that checking for the existence of a reverse plan in their for-
malism is ΣP

3 -complete in general, and this drops down to
ΣP

2 -completeness in case where the reverse plan only con-
sists of two actions at most. Since our formalism, STRIPS, is
much more restricted than the general language considered
for these results, we can not directly inherit them. However,
we notice that, since STRIPS is a rather restricted planning
language, the task of finding reverse plans becomes some-
what easier (cf. our ΣP

2 upper bound in Theorem 19).
Other authors have dealt with the topic of reversibility

of actions or special cases thereof. Jonsson, Haslum, and
Bäckström (2000) investigate the case of actions that are re-
versible by a single actions (“symmetry”). They show that
deciding whether a planning task is symmetric, that is, ev-
ery action has a reverse counterpart for all possible states,
is CONP-complete. Daum et al. (2016) provide a reduction
from what we defined as (universal) reversibility of STRIPS
actions to conformant planning. While not directly stated,
this yields an EXPSPACE-membership result. Given our re-
sults that show that this problem actually remains PSPACE-
complete (cf. Theorem 11), we can conclude that a confor-
mant planner has more power than what is needed to solve
this problem. In order to improve practical solving perfor-
mance, it may thus be interesting to study whether known
PSPACE solving techniques could be used to solve this prob-
lem more efficiently.

Having completed our investigation of the computational
complexity of deciding our different notions of reversibility,
we now turn our attention to more practical matters. In the
next section, we will propose approaches on how relevant
reversibility checks can be performed in practice, without
incurring the full cost of the high complexity that we have
established in this section. We also note that the unique as-
signment mentioned in the previous paragraph can be com-
puted (it is represented by the sets F+, F−, and F 0 con-
structed in the next section).

5 Methods
In this section, we propose several concept algorithms that
may be used to deal with action reversibility in practice. We
are particularly interested in computing reverse plans for a
given action, that is, establishing uniform ϕ-reversibility. As
discussed earlier, uniform reversibility of an action allows us
to compute a reverse plan of that action that works indepen-
dently from the state where the action was applied. Hence,
this is a useful concept in practice: given an action a, we
can compute a reverse plan that reverses the action a irre-
spective of the state where a is applied. This is useful in two
ways. Firstly, for actions that are uniformly reversible, re-
verse plans can be precomputed, as the concrete origin state
does not matter. Secondly, should an agent want to reverse
an action, it can simply take a (precomputed) reverse plan
and execute it, without examining what state it is in.

However, as argued in the previous sections, we can gen-
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Algorithm 1 Uniform ϕ-reversibility of an action a.
Input: A set of actions A, an action a ∈ A
Output: A formula ϕ, a reverse plan π

1: F+ = (pre(a) \ del(a)) ∪ add(a)
2: F− = del(a)
3: F 0 = ∅
4: π = 〈〉
5: while pre(a) 6⊆ F+ or F 0 ∩ F− 6= ∅ do
6: non-deterministically choose a′ ∈ A such that
7: pre(a′) ∩ F− = ∅
8: if a′ does not exist then
9: return ⊥, 〈〉

10: end if
11: F 0 = F 0 ∪ (pre(a′) \ F+)
12: F+ = (F+ \ del(a′)) ∪ add(a′)
13: F− = (F− \ add(a′)) ∪ del(a′)
14: π = π · a′
15: end while
16: ϕ =

∧
l∈F+∪F 0 l ∧

∧
l∈F− ¬l

17: return ϕ, π

erally not expect actions to be uniformly reversible in all
states. Hence, in practice, it makes sense to try and compute
a reverse plan πa for some action a and an associated for-
mula ϕ, such that a is at least uniformly ϕ-reversible. The
combination of ϕ and πa can then be stored. If an agent
then, at any point in time, wants to revert action a, it simply
needs to check if ϕ was true in the state before applying a.
If yes, then πa can be applied to revert the effects of a.

Algorithm 1 provides a (non-deterministic) implementa-
tion of this idea, which is inspired by plan generation in con-
formant planning (Grastien and Scala 2017). In particular,
it starts with a “minimal” state as a placeholder state where
only the add effects and non-deleted preconditions of action
a are true, and all delete effects of a are false (that is, an
under-approximation of any state that is the result of apply-
ing a). It then tries to non-deterministically apply actions to
this placeholder state, keeping track of which facts are true
or false in the state (sets F+ and F−), plus a set of necessary
preconditions (F 0). Finally, once all the preconditions of a
have been restored in the last computed placeholder state,
it terminates and says that the computed reverse plan can be
used precisely for those states swhere all facts from F+ and
F 0 are true and all facts from F− are false, by constructing
the corresponding formula ϕ. In short, Algorithm 1 pro-
vides the following guarantee, correctness of which follows
by construction:

Theorem 21. Given a set of actions A, and an action
a ∈ A, if Algorithm 1 returns 〈ϕ, π〉 then a is uniformly
ϕ-reversible w.r.t. A, and π is a ϕ-reverse plan for a.

Clearly, the above result immediately implies that if ϕ en-
codes precisely the preconditions of action a, that is, ϕ rep-
resents precisely those states where a is applicable, then a is
uniformly reversible across all possible states w.r.t. A.

Corollary 22. If Algorithm 1 returns 〈ϕ, π〉 for input action
a with ϕ =

∧
f∈pre(a) f then a is uniformly reversible.

Proof. This follows from Theorem 21 and the fact that to
be reversible in all states, any action a only needs to be re-
versible for those states where it is applicable.

Note, however, that the more iterations Algorithm 1 per-
forms, the larger, in general, the sets F+ ∪ F− and F 0

will become, since no facts can ever be removed from these
sets. Hence, Algorithm 1 may produce very specific formu-
las ϕ as output that possibly only identify a very small set
of states. This leads to the idea of trying to apply “small”
actions first, in order not to introduce too many facts into
the sets F+, F− and F 0. We can consider a variant of Al-
gorithm 1 that takes a formula ψ on the input. Then, we
can require that the computed formula ϕ is modelled by ψ.
We can extend Algorithm 1 for computing a stream of pairs
(ϕ, π), for instance, by leveraging breadth-first search. In
practice, we can generate (ϕ, π) pairs anytime, i.e., within
the given time limit, or by limiting the length of reverse plan
by a given bound. Such approaches yield partial results. The
algorithm and its variants are proposed with the idea of pre-
computation in mind, that is, to calculate reverse plans a-
priori, so that (partial) information about reversibility and
reverse plans is, for example, available to agents when they
make decisions on which actions to apply.

6 Conclusions
In this paper, we have proposed a general framework con-
cerning reversibility of actions. Specifically, we defined S-
reversibility and ϕ-reversibility, which, intuitively, say that
an action a is reversible if applied in any state in S or in
any state where ϕ is true, respectively. We have shown that
this notion is very flexible and can be suitably restricted in
order to capture several interesting notions of reversibility,
such as uniform reversibility. Furthermore, specific restric-
tions make our definitions coincide with other notions of re-
versibility proposed in the literature, and hence, our frame-
work provides a generalization.

We then provided an in-depth complexity-theoretic inves-
tigation of deciding reversibility w.r.t. our proposed restric-
tions. From this investigation, we can conclude that re-
versibility checking is a computationally hard task that in-
herits the hardness from planning, and, when restricted to
polynomial-length plans, is even harder than planning. Ad-
dressing this, we propose an algorithm (and discuss its vari-
ants) that computes reverse plans in a restricted setting and
provides partial results, but which, nevertheless, may be use-
ful in practice.

For future work, we would like to close the complex-
ity gap and pinpoint the precise complexity of deciding the
ACTION-UNIFORM-ϕ-REVERSIBILITY problem. In addi-
tion, we would like to perform an in-depth empirical evalu-
ation of the performance of our algorithms proposed in Sec-
tion 5. Additionally, we would like to extend our concept of
reversibility to planning formalisms that are more powerful
than STRIPS, and perform similar investigations for these.
This should be feasible without changing the structure of our
definitions, but simply by allowing more complex actions.
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